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Abstract. Applying the latest parallel computing technology has become a recent trend in
Eikonal equation solvers. Many recent studies have focused on parallelization of Eikonal solvers
for multi-threaded CPUs or single GPU systems. However, multi-GPU Eikonal solvers are largely
under-researched owing to their complexity in terms of data and task management. In this paper,
we propose a novel adaptive domain decomposition method to realize an efficient implementation
of the block-based fast iterative method on multiple GPUs. The proposed method progressively
expands the computational domain assigned to each GPU to maximize load balancing and employs
a locality-aware clustering algorithm to minimize inter-GPU communication overhead. We also
propose various low- and high-level optimization techniques for GPU computing, such as overlapping
CPU and GPU computation and inter-GPU data transfer using multiple CUDA streams. Thus, we
effectively circumvent performance issues in the näıve parallelization using a regular decomposition
method. The proposed method scales up to 6.6× for eight GPUs. We demonstrate that our efficient
parallel implementation of the proposed method achieves an improvement in runtime performance
under various experimental setups.
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1. Introduction. The Eikonal equation is a special case of nonlinear Hamilton—
Jacobi partial differential equations (PDEs), defined formally as follows.

H(x,∇φ) = |∇φ(x)|2 − 1

f2(x)
= 0,∀x ∈ Ω ⊂ Rn

φ(x) = 0,x ∈ Γ ⊂ Ω

(1.1)

where Ω is an n-dimensional computational domain, Γ is a collection of seed points
(i.e., boundary condition), and f(x) is a scalar speed function defined on x. Since
the Eikonal equation is related to the wave propagation problem, the solution to the
equation, φ(x), represents the minimum travel time from the seed region Γ to the
location x and therefore has a wide range of applications in fields requiring distance
computation, such as geoscience [10], computer vision [23], image processing [20], path
planning [18], and computer graphics [30].

Recently, many algorithms have been proposed to solve the Eikonal equation using
parallel systems. Most of them are variants of the fast marching method (FMM) [26]
or fast sweeping method (FSM) [34]; they include parallelization methods for multi-
threaded CPUs [35][6][3][31], and a distributed system [5][33]. Even though GPUs
have become a standard acceleration platform for massively parallel computational
tasks on large data sets, leveraging GPUs in solving the Eikonal equation has not
been actively studied because of the inherent sequential nature of prior algorithms.
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Recently, a parallel sweeping method was proposed, and its performance was tested
on single [11] and multiple GPUs [19].

The fast iterative method (FIM) [17] is a variant of the label-correcting algorithm
and is specifically designed for recent many-core processors, such as GPUs. This
algorithm uses an active list to manage the grid nodes being updated by the solver. In
contrast to the FMM, which manages the grid nodes being updated with a min-heap,
the active list in the FIM is based on a simple list without using an expensive ordered
data structure. Therefore, all the grid nodes in the list can be updated concurrently,
allowing fine-grained parallelism. Jeong et al. demonstrated that the FIM can be
efficiently implemented on a single GPU by employing a block-based data structure
and update scheme, called BlockFIM [17]. Later, Hong et al. proposed an efficient
parallel implementation of the FIM for multicore shared memory systems [15].

Even though the FIM showed good performance on a multi-threaded CPU or
a single GPU, extending it to a multi-GPU system is not straightforward because a
GPU lacks direct access to the local memory of the other GPUs. Therefore, each GPU
should maintain its own copy of a computing domain generated via a domain decom-
position method, similar to distributed computing systems. Static and regular domain
decomposition methods commonly used in conventional distributed computing sys-
tems are not efficient in this case because the FIM dynamically alters the computing
domain as the active list changes over time. This results in a load imbalance and
excessive inter-GPU data communication via a slow system bus.

In this paper, we propose a novel Eikonal equation solver, MG-FIM, which is
an extension of BlockFIM for multi-GPU systems using on-the-fly adaptive domain
decomposition. The key idea is that each GPU maintains its own local sub-domain,
which grows progressively as the active list expands. The proposed algorithm manages
the expansion rate (and shape) of sub-domains such that each GPU is assigned a sim-
ilar amount of computational load. To achieve this, we propose a novel history-based
active list prediction algorithm predicting future computing domains to distribute
tasks evenly across GPUs. We also propose a locality-aware clustering algorithm to
minimize inter-GPU data communication without impairing load-balancing perfor-
mance. The main contributions of this study can be summarized as follows:

• We propose a novel extension of FIM that scales well across multiple GPUs.
To the best of our knowledge, the proposed method is at present the most
efficient parallel Eikonal solver for multi-GPU systems.

• We achieved efficient implementation of BlockFIM on multi-GPU systems.
The efficiency is a result of minimizing memory latency using shared memory,
allowing bulk data transfer for synchronization, overlapping computation,
data communication, etc.

• We conducted a rigorous performance analysis for various test cases. We
compare our method to the Näıve implementation of multi-GPU BlockFIM
and other multi-GPU Eikonal solvers [19].

This work is an extension of our previous conference paper [14] with several new
updates and modifications, including the redesign of adaptive domain decomposition
and locality-aware clustering algorithms, and extensive evaluation via comparing with
other multi-GPU Eikonal solvers.

The remainder of this paper proceeds as follows. We introduce previous work on
serial and parallel Eikonal equation solvers in Section 2. In Section 3, we describe
the basic algorithm of BlockFIM and its Näıve multi-GPU implementation using a
static domain decomposition model, and discuss its shortcomings. In Section 4, we
introduce our proposed MG-FIM by describing the on-the-fly adaptive domain decom-
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position method and locality-aware clustering method in detail. Section 5 discusses
implementation details of the proposed method and its optimization techniques. The
experimental results and their detailed analysis are presented in Section 6. Finally,
Section 7 concludes the discussion and suggests several future research directions.

2. Related Work. A vast amount of literature exists for Eikonal equation
solvers. The most representative method for Eikonal solvers is the fast marching
method (FMM) [26]. FMM is based on Dijkstra’s shortest path algorithm for graphs,
which is based on a min-heap and is considered worst-case optimal. However, manag-
ing the sorted data structure of min-heap makes this approach difficult to apply for
massively parallel applications.

Another popular Eikonal solver is the fast sweeping method (FSM) [34], which
improves the efficiency of iterative methods by employing a predefined update order
(i.e., Gauss-Seidel updating with alternating orders). This approach has advantages
in parallelization because it does not use a sorted data structure. Zhao et al. [35]
proposed a parallel FSM by executing each Gauss-Seidel update concurrently using
parallel processors; however, the algorithm suffers from limited maximum concurrency,
which is only up to eight for a 3D grid. Detrixhe et al. [6] employed the Cuthill-McKee
ordering [24] to update grid nodes on diagonal lines or planes concurrently during
sweeping, allowing much higher scalability. A similar idea has been used to solve
the Eikonal equation on 2D parametric surfaces, called the parallel marching method
(PMM), by Weber et al. [30]. In this work, schemes for an alternative discretization
and sequence update are proposed and implemented efficiently on a GPU using fine-
grained parallelism. Gillberg et al. [11] proposed a 3D PMM on a single GPU to
solve the Eikonal equation on a 3D rectilinear grid using a finite difference method
by adopting Weber’s alternative stencil formulation idea. Later, this method was
further extended to multi-GPU systems by Krishnasamy et al. [19]. To the best of
our knowledge, this is the only prior work solving the Eikonal equation using multiple
GPUs on a shared memory system, which is closely related to our work.

Another class of Eikonal solver is based on the label-correcting algorithm, such
as the Bellman-Ford shortest path algorithm for graphs [21][7][8][1][2]. Jeong et
al. [16][17] first introduced the Fast Iterative Method (FIM), a variant of the label-
correcting algorithm specifically designed for massively parallel architecture. The
FIM maintains a narrow band similar to the FMM, but the nodes in the band have
a looser relationship so that they can be updated in parallel. This is a favorable fea-
ture for many-/multi-core architectures, so the FIM has been used by many others.
The BlockFIM algorithm is a specialized algorithm for single instruction multiple
data (SIMD) parallel architectures such as GPUs. Fu et al. [9] extended the FIM
to compute the geodesic distance on unstructured meshes, while Dang et al. [4] and
Hong et al. [15] proposed multi-threaded parallel implementations of the FIM on a
shared-memory system. Both tackled efficient load balancing, but Dang et al. utilized
fine-grained parallelism while Hong et al. suggested lock-free load-balancing between
sub-domains. More extensive comparison between well-known Eikonal solvers can be
found in Gómez et al. [12].

To deploy workloads from an Eikonal solver over a distributed memory system,
workloads should be decomposed using a proper domain decomposition algorithm.
Herrmann [13] first introduced a parallel FMM based on the domain decomposition
method, where each sub-domain is processed using its own local min-heap. For syn-
chronizing between sub-domains, a rollback mechanism is employed, which suffers
from significant computation and communication overheads. Yang et al. [33] pro-
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posed another parallelization model of the FMM for a distributed system, reducing
the communication frequency between sub-domains to achieve high parallel efficiency.
Its extended version [32] refined further with a block-based approach. Weinbub et
al. [31], and Quell et al. [22] extended this method to a shared memory system. De-
trixhe et al. [5] suggested a hybrid FSM for distributed systems by combining the do-
main decomposition model [35] with coarse-level processing and their Cuthill-McKee
ordering based FSM algorithm [6] for fine-level processing. Shrestha et al. [27] also
proposed a multilevel domain decomposition approach for a distributed system based
on Detrixhe’s FSM[6]. An efficient implementation of the FIM using adaptive domain
decomposition for a shared memory multi-GPU system was first introduced in [14].
In this paper, we extend and improve the adaptive domain decomposition method
from [14] by using a novel history-based active list prediction algorithm (Section 4).

3. Background. We begin our discussion by introducing the basic definitions
and notations used in this paper. Then, we introduce the original FIM [17] algorithm
and its conventional extension for multi-GPU systems.

3.1. Definitions and notations. We refer to a node as a grid point on the
computational domain Ω defined by an n-tuple of numbers (i, j, k). We define an
edge as a line segment directly connecting two nodes whose length defines a grid
length hp along the corresponding axis p ∈ {x, y, z}. We define an adjacent neighbor
as a node connected by a single edge. For example, the node y = (i+ hx, j, k) is the
adjacent neighbor of the node x = (i, j, k) along the positive x direction.

A Godunov upwind difference scheme is commonly used for discretization. On a
3D Cartesian grid, the first-order Godunov upwind discretization g(x) of the Hamil-
tonian H(x,∇φ) can be defined as follows.

(3.1) g(x) =

[
(U(x)− U(x)xmin)+

hx

]2
+

[
(U(x)− U(x)ymin)+

hy

]2
+

[
(U(x)− U(x)zmin)+

hz

]2
− 1

f(x)2

where U(x) is the discrete approximation to φ at node x = (i, j, k), U(x)pmin is the
minimum U value among two adjacent neighbors of U(x) along the axis p ∈ {x, y, z}
directions, f(x) is the speed function at x, and (n)+ = max(n, 0). In this paper,
we focus on the three-dimensional case only (n = 3). We use the term converged
to represent the status where the solution of the Eikonal equation computed in the
current iteration is not smaller than the solution from the previous iteration, which
does not represent the global convergence of the solution.

3.2. Fast Iterative Method. The FIM is an iterative algorithm adaptively
updating a solution of the Eikonal equation defined on a grid [17]. The FIM maintains
a narrow band, that is, active list, to store the grid nodes whose values need to be
updated. The main idea is that the active list is not constructed based on a strict
causal relationship (i.e., dependency) as in the FMM, allowing concurrent updates of
multiple nodes. A node can be removed from the active list only when it is converged;
otherwise, it remains in the list and is updated again. In addition, a converged
node activates its non-converged adjacent nodes, and a previously converged node
can be reactivated (i.e., added to the active list again) later for further updating. The
BlockFIM is a variant of the FIM specifically designed for SIMD architectures such
as GPUs. The BlockFIM splits the computational domain into disjoint blocks, in
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which each block consists of multiple nodes (for example, an 8 × 8 × 8 block is used
in the original work [17]) and treats the block as a basic computational primitive.
Therefore, in the BlockFIM, the active list manages blocks instead of nodes. When a
block is updated, all the nodes in the block are updated concurrently by the parallel
computing cores in the GPU. For more details on the algorithm, refer [17].

The FIM differs from other iterative parallel algorithms for the Eikonal equation.
As shown in Figure 1, other parallelized Eikonal equations often use a regular (i.e.,
pre-defined) update sequence-for example, a parallel fast sweeping method (PFSM)
presented by Detrixhe et al. [6] is based on a Cuthill-McKee ordering [25], and a par-
allel marching method (3DPMM) by Gillberg et al. [11] updates the grid along each
axis. In contrast to these methods, the FIM uses an irregular updating sequence de-
fined by the shape of an active list, which changes dynamically over time. Because the
active list changes dynamically over time (iterations), parallelization of FIM using a
conventional domain decomposition method is challenging, as described in Section 3.4.

(a) PFSM (b) 3DPMM (c) FIM

Fig. 1: Comparison of different iterative parallel algorithms for Eikonal equations.
PFSM [6] and 3DPMM [11] use regular updating sequences, whereas FIM uses an
irregular updating sequence.

3.3. Multi-GPU extension of the BlockFIM. The original BlockFIM was
developed only for a single GPU. In this section, we discuss how the BlockFIM can be
extended to multiple GPUs on a shared memory system. Application of the Block-
FIM on multiple GPUs requires a domain decomposition method; the computational
domain is split into sub-domains so that each can be concurrently updated by a GPU.
Each sub-domain has a collection of blocks, and partially overlaps with adjacent sub-
domains around its boundary, called a halo (Figure 2). A halo allows each sub-domain
to be synchronized via inter-GPU communication, while it can be independently pro-
cessed in different GPUs. The width of halo is determined by the discretization scheme
(i.e., the number of neighbor nodes required for computation). In our case, we used
the first order Godunov discretization, which requires immediately adjacent nodes
only. Because the amount of communication depends on the total size of the halo
region, domain decomposition strategies often affect overall performance.

Algorithm 3.1 describes the multi-GPU BlockFIM algorithm with domain decom-
position. This algorithm is almost identical to the original BlockFIM except for the
following differences. It uses sub-active lists (i.e., Li) to accommodate multiple GPUs,
and the halo communication step handles synchronization between sub-domains. We
assume that block-level domain decomposition has been completed in the initializa-
tion phase; for N devices, the total blocks are grouped into N sub-groups. Here, any
decomposition method can be applied. An initial active list (a set of blocks containing
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Sub-domain 1 Sub-domain 2

Halo 

Halo

Fig. 2: Domain decomposition and Halo communication.

the initial seed points) is also split into N sub-lists along the domain decomposition.
This algorithm can be divided into four parts (steps 1 to 4 in Algorithm 3.1).

Step 1 involves solving the Eikonal equation on the active nodes in the active list.
To do so, all the blocks in an active list are updated concurrently using a GPU. This
update (solving the Eikonal equation) is repeated n times (Algorithm 3.1 line 5) for
the convergence and propagation of information. n can be selected as suggested by
Jeong et al., [17] or empirically. Cnode and Cblock represent the convergence of a node
and a block, respectively. When all the nodes in block b converge (i.e., Cnode(x) for
all x are true), then Cblock is true; otherwise, it is false.

The next process is updating (e.g., expanding or shrinking) the active list. This
examines the adjacent neighbor blocks of the converged blocks from step 1. We split
this process into two steps. The first is collecting the adjacent neighbor blocks of each
converged block and storing them in the candidate list Lc

i (step 2), and the other is
examining the convergence of the blocks in the candidate list (step 4) to prepare the
active list for the next iteration.

Data synchronization is performed when the data of the halo area are shared
between sub-domains. This step, called halo communication, should be performed
before step 4. We employed several optimization techniques for efficient halo com-
munication, such as avoiding inactive blocks in communication and data packing for
bulk data transfer. Barriers are required before and after the halo communication.
Additionally, another barrier is needed at the end of step 4. The outer loop of the
algorithm (lines 2 – 36) continues until all sub-active lists become empty, that is, all
blocks converge.

Now, we have a baseline algorithm for the multi-GPU FIM. The performance of
this parallel algorithm is highly dependent on domain decomposition (and active list
management) strategies, which will be discussed in the following sections.

3.4. Load imbalance problem. A simple domain decomposition strategy is
axis-aligned grid splitting, as shown in Figure 3. For example, Krishnasamy [19] used
1D axis-aligned splitting and Yang [33] used multiple splits along each axis. This
regular domain decomposition works well for most parallel Eikonal equation solvers
because they rely on regular updating schemes, as shown in Figure 1.

However, it is not efficient to apply regular-shaped domain decomposition schemes
to the multi-GPU extension of the BlockFIM because the shape of the active list
can change dynamically over time depending on the input speed map. Therefore,
without redistribution, the size of each active list can diverge. For example, Figure 4
shows the regular domain decomposition of a 2D grid where circles represent blocks
and rectangles represent sub-domains (in this example, the input grid is decomposed
into four sub-domains, each consisting of nine blocks (3 × 3 grid)). In Figure 4
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Algorithm 3.1 multi-GPU FIM algorithm

Input: Input: Set of input X, Set of block V, active list L
1 N ← total number of devices
2 Split L to sublists Li for all i ∈ N
/* Parallel Section for devices */

3 while any Li 6= ∅ do
4 i← device id Lc

i ← ∅
/* step 1: Solve active list */

5 forall b ∈ Li do in parallel
6 for i=0 to n do
7 forall x ∈ Xb do in parallel
8 U(x), Cnode(x)← solution of g(x)
9 end

10 end
11 Cblock(b)←reduction(Cnode(x))

12 end
/* step 2: Collect Adjacent Blocks */

13 forall b ∈ Li do in parallel
14 if Cblock(b) = TRUE then
15 remove b from Li

16 for each adjacent block bnb of b do
17 j ← index of domain for bnb
18 if bnb not in Lc

i then
19 insert bnb to Lc

i

20 end

21 end

22 end

23 end
24 Barrier synchronization

/* step 3: Halo Communication */

25 Halo communication for block in L
26 Barrier synchronization

/* step 4: Check Adjacent Blocks */

27 forall b ∈ Lc
i do

28 forall x ∈ Xb do
29 U(x), Cnode(x)← solution of g(x)
30 end
31 Cblock(b)←reduction(Cnode(x))
32 if Cblock(b) = FALSE then
33 insert b to Li

34 end

35 end
36 Barrier synchronization

37 end

(a), the initial active list is evenly distributed across four sub-domains, so that two
active blocks are assigned to each sub-domain (marked in blue). After one BlockFIM
update, only half of the active list converged (Figure 4 (b), black circles which were
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(a) 1-axis, multi-split (b) 3-axis, single-split (c) 3-axis, multi-split

Fig. 3: Examples of regular domain decomposition on a 3D rectilinear grid. (a) is
multiple splits along one axis, (b) is single split along each axis, and (c) is multiple
splits along each axis.

Converged

check
neighbors

next
Active List

(a) (b) (c)
Reactivated

Sub-domainBlock

Fig. 4: Example of load imbalance in regular domain decomposition. In (a), blue
circles represent blocks in active list, and black circles represent blocks already con-
verged. Blue blocks in red rectangles are expected to be converged after computation.
In (b), neighbors of newly converged ones (red circles) will be activated. Red stripped
circle represents a block to be reactivated. (c) shows the active list in the next iter-
ation before the computation starts. Note that top-right sub-domain contains only
two active blocks while bottom-left sub-domain contains four.

in red rectangles in (a)) and their adjacent blocks are added to the candidate list
(marked in red circles). Red shaded circles are blocks which should be reactivated in
the following iteration. In the following iteration, the converged blocks are removed
from the active list, and some of their adjacent neighbor blocks and the reactivated
block constitute new active lists (Figure 4 (c)). We can see different sizes (count of
blue circles) of active lists from each sub-domains. Because the active list expands
toward the bottom-left direction in this example, more active blocks are assigned to
the bottom-left sub-domain (four blue circles) than the other sub-domains, resulting
in load imbalance. This is not the case for other parallel Eikonal solvers, especially
sweeping algorithms, because they update the entire grid in each sweeping iteration.
Therefore, we need a more flexible domain decomposition method to address this
issue, as discussed in the following sections.

4. Proposed Method: MG-FIM. The load imbalance problem shown above
is due to the fact that the actual workloads cannot be determined before the FIM
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actually computes the solution because the active list changes dynamically in every
iteration. To address this issue, we propose an on-the-fly dynamic domain decomposi-
tion method that adapts the changes in the active list. The strategy we propose here is
to dynamically decompose the domain along the propagation of the active list. As the
active list expands, we gradually expand the sub-domains so that roughly the same
number of active blocks are allocated to each sub-domain (Section 4.1). Furthermore,
we can distribute blocks even more efficiently if we perform domain decomposition
adaptively from history-based prediction (Section 4.2). To reduce fragmentation dur-
ing domain decomposition, we also propose locality-aware assignment of sub-domains
(Section 4.3).

(d)

Unassigned neighbors 

(b) (c)

Sub-
domain
prediction

Add to sub-domain which 
expected to have small tasks

Load balanced 
sub-active lists

(a)

Node in active list

<Iteration k> <Iteration k+1>

Compute 
active list

Sub-domain

Fig. 5: Simple description of our adaptive domain decomposition model. From each
sub-domains in (a), unassigned neighbor blocks (red circles) are collected. Red blocks
are assigned to each sub-domain via prediction as in (c). (d) shows load balanced
sub-domains from successful prediction.

4.1. On-the-fly adaptive domain decomposition. Our goal is to dynami-
cally balance the amount of work between GPUs as the active list changes over time
to improve parallel efficiency. This requires that the size of the sub-active lists for
each domain (GPU) should be similar. The proposed adaptive domain decomposition
algorithm expands the sub-domains while ensuring fair load balancing so that the
sizes of the sub-active lists are similar.

In the BlockFIM algorithm, the active list expands after computing the solution
and checking the convergence of blocks. Note that the complexity of the input speed
map has a dominant influence on the expansion of the active list. If the input speed
map is relatively simple, a block in the active list will converge after only a few
iterations (e.g., active blocks converge only in a single iteration on a constant speed
map) and will have less chance of reactivation. However, it is possible that some
blocks can be updated many times and frequently reactivated if the speed map is
complex, which eventually increases the computational complexity of the algorithm.
In addition, this dynamic nature of reactivation leads to expanding the active list in
an irregular fashion. Admittedly, if we can find a way of predicting the growth of
the active list, we can make a better estimation of the fair distribution of the active
blocks over the sub-active lists.

A brief description of our approach is shown in Figure 5. In (a), there are four
sub-domains, sub-active lists, and unassigned blocks that do not belong to any sub-
domain. In (b), we collect all unassigned neighbor blocks (yellow circles), based on
the current active lists (blue circle). Then, for each sub-active list, we estimate the
number of remaining blocks in the sub-active list and reactivated blocks for the next
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iteration. For example, in (c), the upper-right sub-domain is expected to have the
smallest blocks in the sub-active list; therefore, we assign more unassigned blocks to
the sub-domain. Step (d) represents active lists for iteration k + 1. If we make a
good estimation for the iteration k + 1, each sub-domain will have a similar number
of blocks in the next iteration (blue circles), which will lead to good load balancing
between GPUs.

4.2. History-based active list prediction. The performance of our adaptive
domain decomposition algorithm depends on the accuracy of the predicted size of the
active list. This is because we never know which blocks will be newly added to the
active list until we actually compute the solution on them (i.e., those blocks must be
assigned to a GPU for computation). The size of the active list in the next (upcoming)
iteration, |Lnext|, can be defined based on the current active list size |L| as shown in
Equation 4.1:

|Lnext| ≈ |L| × (Rup + (1−Rup)× (α+ β ×Rre))(4.1)

The rationale behind the definition of Equation 4.1 can be explained as follows: The
next active list consists of two parts; one is the blocks carried over from the previous
active list (due to not being converged), and the other is the blocks entering the active
list in the next iteration (which are adjacent to the converted and removed blocks).
To define the carried-over blocks, we use the rate parameter Rup, which represents the
portion of the blocks that remained in the active list in the next iteration (i.e., blocks
not converged in the current iteration). For example, if one third of the blocks in the
current active list are not converged and stay in the active list in the next iteration,
then Rup = 0.3. Then, the number of the carried-over blocks is defined as |L| ×Rup.
The number of the entering blocks can be defined similarly. As described in step 2
of Algorithm 3.1, a converged block collects and adds its neighboring blocks into the
active list. Therefore, the number of the entering blocks can be defined relatively to
the converged blocks 1−Rup (because entering blocks are adjacent to the converged
blocks), such as |L|×(1−Rup)×κ. Here, κ is the rate parameter representing the ratio
between the number of the converged blocks and the entering blocks because not all
the adjacent blocks are entering the active list. Note that κ is greater than one when
the active list is growing (i.e., the number of entering blocks are greater than that of
removed blocks), and less than one vice versa. κ can be further broken down to the
two parts; one is the blocks that are never visited before (i.e., they must be added to
the active list), represented by α, and the other is the blocks that are visited before
but reactivated, represented by β. Since not all blocks are always reactivated, β can
be further adjusted by the rate parameter Rre, representing the expected portion of
blocks reactivated, which makes κ = α + β × Rre. Note that Equation 4.1 precisely
describes the every possible behavior of the active list. However, the parameters used
in the equation must be predicted before assigning blocks to each GPU (i.e., domain
decomposition). Our strategy is to estimate those parameters using the previous
history.

While Equation 4.1 describes the behavior of the size change in the active list,
we observed that the equation parameters do not change very rapidly as the iteration
proceeds. Moreover, we also empirically found that Rup and Rre are closely related to
the size of the active list. Therefore, the actual prediction scheme we use is simplified
as follows:

|Lnext| ≈ γ × (Rup +Rre)× |L|(4.2)
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Here, α and β from Equation 4.1 are removed due to weak correlation with the actual
active list status. Instead, we simplified the equation by multiplying γ because |Lnext|
is strongly correlated with the sum of Rup and Rre. Intuitively, one can expect that if
a sub-domain has high Rup and Rre values, and then the sub-domain will have large
sub-active lists in the following iteration. Then, the blocks in the large sub-active list
should be distributed properly across sub-domains for load balancing. Algorithm 4.1
is the extension of the multi-GPU FIM (Algorithm 3.1) by employing the proposed
adaptive domain decomposition method.

Algorithm 4.1 multi-GPU FIM algorithm with adaptive domain decom-
position
Input: Set of input X, Set of block V, active list L

1 N ← the number of total device
2 Rup

i ← 1, Rre
i ← 0

3 Split L to sublists Li for all i ∈ N
/* Parallel section */

4 while any Li 6= ∅ do
/* step 0: On-the-fly domain decomposition */

5 forall b ∈ Li do
6 for each adjacent block bnb of b do
7 j ← domain index of bnb
8 if j is not yet assigned then
9 add bnb to LU

10 end

11 end

12 end
13 Barrier synchronization

14 total ← |LU |
15 forall i ∈ T do
16 expectedi ← γ × (Rup

i +Rre
i )× |Li|

17 total += expectedi
18 end
19 target ← total/N
20 forall i ∈ T do
21 diff ← max(0, target− expectedi)
22 sort LU by connectivity
23 attach diff blocks to sub-domain i

24 end
25 Barrier synchronization

/* from Algorithm 3.1 */

/* step 1 ∼ step 4 */

26 ...... ......
27 update Rup

i and Rre
i

28 end

Algorithm 4.1 shares the domain decomposition mechanism in Algorithm 3.1. We
abbreviated the common part (from step 1 to step 4) and left comments for proper
placement. The newly introduced on-the-fly domain decomposition method is in step
0. Rup and Rre should be implemented for each sub-domain to reflect their dynamics.
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We add a subscript to specify the corresponding sub-domain. For example, Rup
i is

for the sub-domain i. As Rup and Rre are used in Step 0, they should be updated
at the end of each iteration. Initial values are set to 1 and 0, respectively. The
algorithm begins with the domain decomposition by selecting unassigned blocks (i.e.,
blocks that are not assigned to any sub-domain (GPU) yet), around the active list
and then collecting them into a list of unassigned candidates (LU ). To distribute
unassigned blocks over sub-domains, we estimate not only the average blocks for each
sub-domain but also blocks in the sub-active list, as depicted in Figure 5. Line 14
in Algorithm 4.1 is for the count of unassigned blocks and assigns the value to total.
Using Rup, Rre and the size of the current sub-active list, we can estimate expected
for each sub-domain as shown in lines 15 to 18. We empirically selected γ as 0.3
in line 16. The difference between the number of even distribution, target, and the
predicted sub-active list size, expectedi, at line 21 decides additional blocks to be
assigned to each sub-domain for load balancing. For example, if many blocks are
entered in the sub-domain i (i.e., expectedi is high), then diff becomes smaller so
that the number of blocks assigned to the sub-domain i will be smaller than the other
sub-domains (which leads to better load balance). Note that we simply ignore the
negative diff to reduce overly unnecessary migration of blocks between sub-domains
(a simple adjustment is applied to the very last sub-domain so that the total number
of assigned blocks matches with total). Our goal of load balancing is achieved by
this predicted assignment approach, which balances the amount of computation more
effectively than static workload distribution. We will further discuss the effect of
predictive assignment along with our experiment results in Section 6.

4.3. Locality-aware clustering. Our dynamic domain decomposition may as-
sign blocks from neighbors of different domains, which can lead to spatial fragmenta-
tion of block assignments. In Figure 5, the blocks highlighted in the green region are
assigned to the same sub-domain; however, considering the spatial locality of the data,
this is an example of block assignment fragmentation. Such fragmentation can cause
extra halo communication with adjacent sub-domains after running Eikonal solvers.
A noticeable increase in the amount of data transmission will impair performance
gains from improved load balancing. Therefore, spatial locality should be considered
to avoid performance loss from the fragmentation.

Our idea to improve spatial locality is to utilize connectivity between newly as-
signable blocks and sub-domains. We show this idea in Figure 6. When unassigned
blocks are allocated to a sub-domain by the dynamic domain decomposition algo-
rithm, we examine the connectivity (i.e., edges) between these blocks to the adjacent
sub-domains because halo communication is required only on those edges. As shown
in Figure 6 (a), the red-colored blocks are to be newly assigned to the active list. The
blocks are from LU and are selected from the same way we calculate diff blocks for
sub-domains at line 14 of Algorithm 4.1.

Here we examine how connectivity between blocks and sub-domains is used in
the locality-aware clustering algorithm. We demonstrate the different amounts of
halo communication from the different nodes assigned to each sub-domain i and j in
(b) and (c) in Figure 6. The red arrows indicate the required halo communication,
which is expected from the assignment of the block with X mark. Since the number
of red blocks is odd, both (b) and (c) are possible assignment (i.e., one of the sub-
domains must have one more block after assignment). In this case, we check the
communication cost; (c) has obviously smaller amount of communication (1 arrow)
compared to (b) (3 arrows). Therefore, it is preferred to assign blocks as (c) in this
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case. This strategy works when the benefits from the reducing communication cost
are larger than the loss from unbalancing. We will discuss the effect of locality-aware
clustering in Section 6.

We implemented the idea of locality-aware clustering with the following approach.
First, we sorted the blocks in LU by connectivity; then, assign the blocks with the
highest connectivity to each sub-domain. This is a rather heuristic approach. How-
ever, as we show in Section 6, it performed impressively well in our overall algorithm.

Sub-domain i Sub-domain j

(a) (b) (c)

Sub-domain i Sub-domain j Sub-domain i Sub-domain j

Fig. 6: Example of locality-aware clustering. In (a), two sub-domains, blocks in the
active lists (blue), blocks to be assigned (red) are shown. Two different scenarios from
different assignment of the X-marked block in (b), and (c). Red arrows indicate the
halo communication due to the assignment of block X. In this case, (c) is preferred.

5. Implementation. The proposed method was implemented using GCC 4.8.5,
OpenMP 3.1, and NVCC for NVIDIA CUDA 9.0. We used the -O3 level optimization
compiler setting. The BlockFIM algorithm treats a single block as a basic computa-
tional primitive consisting of multiple nodes (e.g., 8×8×8), and processes the blocks
and nodes belonging to the active list in parallel. In the CUDA execution model, one
block of our MG-FIM corresponds to one CUDA block, and the nodes in the block
are concurrently updated by CUDA threads. The entire grid is loaded into the global
memory of GPUs, and the current active blocks are loaded into the shared memory
of the GPU. The shared memory has a much smaller access latency than the global
memory, so the management of active blocks is an optimization for faster iterative
computation. Another reason for the choice of mapping a block into the shared mem-
ory of a GPU is the use of a reduction operation. One such operation is used at line
10 of Algorithm 3.1 to obtain the block convergence status out of node convergence
status.

As communication between GPUs is very expensive, it should be in the form of
bulk data transfer. To perform bulk data transfer efficiently, a block transfer should
include many updates, so they are in the form of deferred communication. With this
in mind, we designed an inter-block synchronization (halo communication) process.
Before entering step 3 of halo communication, n iterations (see Algorithm 3.1, line
7) of computation are performed before block convergence is checked. We chose
this point to insert halo communication (we used n = 8). To further reduce the
overheads caused by multiple system calls during halo communication, the data are
aggregated and packed into a contiguous array and transmitted in a single transaction.
To minimize the data transfer, the 2D slices (8×8) between two 3D blocks (8×8×8),
that is, the halo region, are transferred without the internal regions of the block.
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To coordinate CPU and GPU processing, we used OpenMP for GPU level sched-
uling to assign GPUs to CPU threads. In Algorithm 3.1, the main computation part
in step 1 is performed on the GPU to exploit fine-level parallelism using many GPU
cores. Step 2 requires the convergence status of a block, so Steps 1 and 2 are pipelined.
At the same time, each block in the active sub-list runs on the GPU concurrently.
This type of execution can be seen as many CUDA streams overlapping. Inter-GPU
data communication is optimized using GPU peer-to-peer transfer via a PCI bus in
the shared memory system. We experimented with multiple variations for pipelined
execution. The variations are labeled with OPT1, OPT2, and OPT3. OPT1 is an
implementation without any optimization, while OPT2 applies GPGPU-CPU pipe-
lining. OPT3 has extra optimization for more efficient halo communication together
with the optimization used in OPT2. The impact of each optimization is discussed in
Section 6.2. In general, we used OPT3 whenever possible.

(a) Map 1 (b) Map 2 (c) Map 3 (d) Map 4 (e) Map 5 (f) Map 6

Fig. 7: Color-coded distance map visualized in 2D, iso-contoured, colored in blue
(nearest to the seed) to red (farthest to the seed).

6. Result. In this section, we evaluate the performance of the proposed multi-
GPU FIM with the adaptive domain decomposition method and compare it with other
parallelization methods. The total grid space dimension used in the experiment was
800×800×800. All computations were conducted with double precision, and the block
width was 8 (i.e., the block dimension is 8× 8× 8). To focus on the parallel efficiency
of the proposed algorithm, all running times in the experiment were measured only for
the primary computation part (e.g., data loading time is not included in the running
time). We measured the performance on a computing server equipped with two Intel
Xeon CPU E5-2640 v4 deca-core processors, 256 GB of DDR4 shared memory, and
eight NVIDIA GTX 1080 Ti GPUs (each having 3584 CUDA cores and 11 GB of
device memory). Each GPU was connected to the PCIe 16x interface. The PCI bus
had the data transfer bandwidth of 16 GB/s.

The performance of the FIM algorithm varies with the complexity of the input
speed function. Therefore, we tested our method on various types of speed maps,
ranging from a plain constant speed map to a complex maze-shaped map. The speed
maps used in our experiments are defined as follows (and their distance maps are
shown in Figure 7).

• Map 1: f = 1. Constant speed map.
• Map 2: f = 6 + 5sin(2πx) ∗ sin(2πy) ∗ sin(2πz).
• Map 3: f = 1 + 0.5sin(20πx) ∗ sin(20πy) ∗ sin(20πz).
• Map 4: f = 1/4, 1/2, 1. Three layers of different speeds.
• Map 5: Spatially coherent random speed map.
• Map 6: Circular maze speed map with permeable barriers.

(f = 0.01 on barriers; otherwise, 1).
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(f) Map 6

Fig. 8: Speed-up comparison between various decomposition methods over single to
multi (up to 8) GPUs. Used single seed at the corner, 6 different speed maps.

where all speed maps are defined in the normalized domain Ω = [0, 1].

Corner Center Random 5
Map1 4.38 4.38 6.31
Map2 15.34 14.29 12.54
Map3 24.83 16.69 18.83
Map4 16.95 6.84 14.27
Map5 18.35 14.47 14.98
Map6 21.98 25.34 18.86

Table 1: Single GPU execution time (sec).

The boundary condition is another important experimental variable. We prepared
three different conditions by changing the location and the count of seed(s). We show
the significance of the setting in Table 1 using a single GPU. The first case is when
a seed point is placed at the corner at (1/8, 1/8, 1/8) on the normalized domain
Ω = [0, 1] × [0, 1] × [0, 1]. The intermediate column is for the result of a seed placed
at the center of the domain (1/2 , 1/2 , 1/2). Random 5 in Table 1 means that we
put five random seed points in a normalized domain. Results using Map 1 show that
the workload with the simplest speed map performed relatively well regardless of the
seed location. However, seed frequency and locations give notable variation in the
performance of more complex speed maps than Map 1. For example, in a corner seed
case, Map 3 requires the most computations; however, in the center seed case, Map 6
is considered as the most computationally complex.

We conducted experiments comparing the performance of our proposed method
with other schemes. One of these was the domain decomposition methodology com-
parison between our on-the-fly adaptive decomposition method and several other de-
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Fig. 9: Speed-up comparison between various decomposition methods over single to
multi (up to 8) GPUs. We used a single seed at the center and 6 different speed maps.

composition methods. Comparisons were made by measuring the speed-up on the
multi-GPU system over the single GPU system. A single GPU is assigned with a
single sub-domain with any decomposition method in our experiment.

• 1-axis multi-split (1d-m) splits the data uniformly along the z-direction only
(Figure 3 (a)).

• 3-axis single-split (3d-s) doubles equally sized splits on a certain axis when-
ever the number of GPUs is doubled (Figure 3 (b)).

• 3-axis mingle-split (3d-m16 and 3d-m32) splits the data multiple times along
each axis to generate more sub-domains than the number of GPUs and assigns
GPUs to sub-domains multiple times in a checkerboard fashion (Figure 3 (c)).

In the case of the 3-axis mingle-split, the post-fix represents the size of a single sub-
domain. For example, the size of a single sub-domain for 3d-m16 is 163 and 323 for
3d-m32. All experiments were performed with varying counts of GPUs from one to
eight. However, the case of 3d-s was measured only by two, four, or eight GPUs for
convenience.

In the following sections, we show the performance of our algorithm with various
workload settings. Then, we will discuss the impact of several optimizations such as
pipelined execution and locality-aware clustering. Finally, we compare our algorithm
with other multi-GPU Eikonal solvers.

6.1. Performance analysis with workload variations. The first experiment
is a single corner source example. By placing the seed at the corner, we can unbalance
the workload more with static decomposition methods such as (a) and (b) in Figure 3.
Figure 8 shows the impact of unbalanced load from speed-up over different GPU
counts. The results from 1d-m and 3d-s have lower performance in every speed map
case. They even sometimes achieved less than 4× speed-up even with eight GPUs.

Our method shows some sensitivity to the workloads. Map 1 is the simplest, where
every result shows a rather weak parallelization efficiency. However, on other maps
with higher computational workloads, all the methods compared tends to achieve
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(f) Map 6

Fig. 10: Speed-up comparison between various decomposition methods over single to
multi (up to 8) GPUs. We used 5 seeds at random locations and 6 different speed
maps.
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Fig. 11: Speed-up comparison between various decomposition methods over single to
multi (up to 8) GPUs. We used a single corner seed, different block size (163) and 6
different speed maps.

better parallelization efficiency. Our adaptive model outperformed the static domain
decomposition methods on all the speed map cases. The speed-up was approximately
5.2× in Map 1 and increases up to 6.6× in Map 3. On average, our model achieved
about 6× speed-up on eight GPUs. On map 6, however, our model showed only
a slight performance improvement over 3d-m16 and 3d-m32. We will look into the
causes of this sensitivity in Section 6.2.
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Then, we tested the case of placing the seed in the middle, and the results are in
Figure 9. In contrast to the corner case, a better (fairer) decomposition can sometimes
be made as there is a high chance that the active list can be equally distributed
among GPUs; this makes 3d-s the best static decomposition method for this case.
The relative position changes of 3d-s are noticeable. Sometimes, its performance is
as good as that of 3d-m32 for (e), whereas it holds the worst place for (b). Our
dynamic decomposition performed very well without significant shift in the relative
position compared to other decomposition methods. In Figure 10, we present the
results collected using five random seeds. Although 3d-m32 shows marginally better
performance in (f), overall, the dynamic decomposition method maintained the best
performance. In Figure 11, we also tested a different block size of 163 grid points
instead of 83, which is the default setting of every other experiment. When the size of
a block increases (as a computing unit), more computation is required until one block
converges, which leads to an increase in execution time. However, the frequency of
halo communication is reduced. Still, the proposed dynamic decomposition method,
MG-FIM remains as a top performer in most cases. These results indicate that MG-
FIM works well in a variety of environments, regardless of the type of source or block
size.
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Fig. 12: Profiled time components over varying optimization methodologies (OPT 1,
2, and 3). 8 GPUs, a single corner seed, (a) on the Map 1, (b) on the Map 3.

(a) 1d-m (b) 3d-s (c) 3d-m16 (d) 3d-m32 (e) MG-FIM

Fig. 13: Assigned workloads over iterations. Each iteration can have different execu-
tion time. Map 3, single corner seed, 8 GPUs.

6.2. Impact of methods for the performance optimization. This subsec-
tion presents a detailed analysis of the impact of each optimization methodology.
We start with a single corner seed. For this purpose, we profiled the execution time
into five components: busy GPU time, idle GPU time, decomposition overhead, CPU
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(a) 1d-m (b) 3d-s (c) 3d-m16 (d) 3d-m32 (e) MG-FIM

Fig. 14: Assigned workloads over iterations. Each iteration can have different execu-
tion time. Map 6, single corner seed, 8 GPUs.
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Fig. 15: Ratio of blocks which performed halo communications. Averaged over all
iterations. 8 GPUs, and single corner seed.

time, and communication time due to the halo synchronization. Busy GPU time and
idle GPU time constitute the overall time spent by GPU. When the GPU finishes its
assigned task early and waits for others, the GPU is idling its time. The CPU time in-
cludes block indexing operations for the management of active lists and history-based
adaptive decomposition. We selected map 1 and 3 for the experiment. Map 1 has
the smallest and Map 3 has the largest amount of computation. Figure 12 shows the
results with the discussed time components with varying optimization methodologies
on an eight-GPU setting.

1d-m and 3d-s spent a significant amount of time idling. With smaller splits for
domain assignments such as 3d-m16, 3d-m32, and MG-FIM, GPU idle times were
reduced significantly. However, the time spent on the halo communication became
noticeable in OPT 1. OPT 2 has pipe-lining with GPU and CPU tasks. Therefore, the
CPU time could be successfully hidden compared to OPT 1. OPT 3 has an optimiza-
tion methodology for the halo traffic on top of OPT 2. Note that the communication
cost becomes the major bottleneck in 3d-m16, which cannot be hidden in even OPT3.
However, 3d-m32 and MG-FIM benefit considerably from OPT3.

It seems that locality-aware clustering favors OPT 3. The time spent on halo
communication was significantly reduced. The benefits of dynamic decomposition
costs higher overhead between 100 and 150 ms on average, which is larger than the
other compared decomposition methods on Map 1. The overhead rarely becomes
visible on a complex speed map case like Map 3; this implies that it does not scale
with the amount of computation.
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Figures 13 and 14 show the effect on load balancing. The x-axis is the itera-
tion number, and the y-axis represents the task size. The graphs show the amount
of workload for each sub-domain in each iteration. Owing to the difference in the
task sizes, each iteration has different execution time. We used different colors for
each GPU. Curves which are drawn close to each other indicate that tasks are more
evenly distributed over GPUs. At the same time, efficient execution per iteration
becomes possible. Figure 13 shows the visualization of GPU tasks on Map 3. Be-
cause of the shape of each domain, 1d-m and 3d-s could not distribute computations
evenly. 3d-m16, 3d-m32, and MG-FIM have finer grained sub-domain slices and can
distribute workload over GPUs. Our dynamic decomposition methodology, MG-FIM,
showed the most overlaps between all GPUs, which indicates that high load-balancing
efficiency was achieved.

As we can see in Figure 14, the walls of the circular maze made quite a different
situation from the other maps. This map required approximately 1150 iterations until
convergence. A situation requiring attention arises after the 700th iteration. MG-FIM
did not show strong overlaps between trajectories by GPGPUs. This interprets that
MG-FIM performed weaker load-balancing than those of 3d-m16 and 3d-m32 after
the 700th iteration. The reason is that the final decomposition with MG-FIM was
performed at around the 700th iteration, and the remaining 450 iterations continued
without load balancing (because the domain was already decomposed and assigned to
GPUs). Therefore, this demonstrates a limitation of our algorithm, and shows why
our model has a relatively small performance improvement for Map 6 in Figure 8.
Nonetheless, our adaptive model is still superior to any other domain decomposition
models tested in our comparison.

Figure 15 compares the communication overhead, showing how many blocks in
the active list participate in the communication for each iteration on average. OPT3
attempts to hide communication via overlapping with computation by relaxing barrier
synchronization forcing only blocks participating in the halo communication. There-
fore, a higher percentage of blocks participating in data communication can lead to
inefficiency with OPT 3. The amount of overall communication is related to the rela-
tive counts and sizes of sub-domains. 1d-m and 3d-s have much smaller participation
in communication, while 3d-m16 and 3d-m32 have much higher communication rates.
Our dynamic decomposition shines here. Due to the effects of locality-aware cluster-
ing, inter-domain communication should be reduced. MG-FIM is placed in the middle
of the two groups. Because of the relatively low communication rate, our model can
hide the transfer cost more efficiently with OPT3.

6.3. Comparison with 3DPMM. In Figure 16, we compare our results with
those of the other studies. To the best of our knowledge, the multi-GPU parallel
3d sweeping(3DPMM) by Krishnasamy et al.[19] is presently the only similar work.
In 3DPMM, parallelism lies on a plane. Therefore, we divide the plane into several
rectangles by 1d-m domain decomposition, and the GPUs solve each rectangular area
in the grid space in parallel. In this experiment, we used the 6403 domain size instead
of the 8003 for easier implementation of the 3DPMM algorithm, and we used a single
corner example.

The 3DPMM achieved a parallel speed-up of 2.95× on four GPUs and 4.59×
on eight GPUs. The performance of 3DPMM we tested is slightly better than the
results of the original works, which show up to 2.86× speed-up on four GPUs. This
is mainly because the 3DPMM algorithm requires data shuffling between each sweep
iteration (for example, after sweeping along the x-axis, the entire dataset is shuffled
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Fig. 16: Comparison of our adaptive model and Parallel 3D Sweeping method
(3DPMM) for various input volume. The bar graph is the execution time (y-left),
and the line graph is the parallel speed-up (y-right).

to proceed to sweep along the y-axis in the next iteration). This data shuffling has a
large overhead because it is performed on all domain blocks. Even when we used a
single GPGPU, our method outperformed 3DPMM.

6.4. Impact of Locality-aware clustering. The final experiment concerns
the performance impact of locality-aware clustering. We used the single corner seed
again as the experimental setting. Table 2 compares the number of communications
per block on our adaptive domain decomposition algorithm between two cases: with
and without locality-aware clustering. When a block sends data for the halo commu-
nication n times, we denote this as n times communications. If we do not use the
clustering algorithm, our model requires approximately two times additional commu-
nications. This is because there are too many fragments between sub-domains. Our
proposed model has significant performance gains from the two perspectives discussed
in Section 6.2: reduced waiting time, and reduced communication costs. Therefore,
locality-aware clustering is one of the most important design decisions made in the
design of the MG-FIM algorithm.

Map1 Map2 Map3 Map4 Map5 Map6

adaptive
without clustering 5.27 21.37 34.53 25.30 24.53 33.50
with clustering 2.91 9.77 16.71 14.36 12.13 16.96

Table 2: Comparison of average halo communication per block with locality-aware
clustering and without.

6.5. Discussion. Our dynamic decomposition model, MG-FIM, achieved good
overall performance over other static decomposition policies, but especially outper-
formed over other models such as 3DPMM. However, there are some subtleties to
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consider. The first issue is Map 6. Our method was marginally behind the best
performer in a couple of seed variations as in Figure 11.(f).

Another issue arises from the timing of the decomposition. The decomposition is
performed from workload prediction when there are unvisited blocks left. Therefore,
even if a notable amount of computational workload remained, there could be no fur-
ther load balancing, as we observed in Figure 14. Lastly, because it is an on-the-fly
algorithm, MG-FIM, has some overhead compared with static domain decomposi-
tion. In our experiment, when the computation was small, such as Map 1, there was
approximately 10% overhead time on the eight-GPU cases.

7. Conclusion. In this paper, we proposed a novel adaptive domain decom-
position method, MG-FIM, for the blockFIM. Our novel decomposition methodol-
ogy is based on a history-based active list prediction. The proposed model success-
fully predicts the future computing domain and distributes tasks evenly across GPUs.
In addition, we also proposed several optimization methods for our multi-GPU im-
plementation and a locality-aware clustering algorithm to minimize inter-GPU data
communication. The experimental results show that the proposed method achieved
greater performance improvements in most cases when compared to conventional do-
main decomposition methods. In particular, our model showed a speed-up of overall
6.2 times and a maximum of up to 6.6 times on eight GPUs.

In the future, we plan to extend our work to distributed systems. Assessing
the performance of our method on extremely large data (e.g., out-of-core processing)
would be an interesting future study. Improving the history-based prediction using
more sophisticated prediction algorithms, including machine learning approaches, and
comparing with other deep learning-based Eikonal solvers [28][29] will be another
interesting future research direction.
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